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Abstract—Synthetic data are increasingly proposed as substitutes for 

real training records where privacy restricts data sharing. We 

evaluate this substitution on a medical appointment no-show dataset 

of 110,526 records with the Train-Synthetic-Test-Real protocol, five 

classifiers, six synthetic mixing ratios and nine generation runs of 

CTGAN, TVAE and a Gaussian copula on this and a second dataset 

(UCI Adult). Full substitution lowered mean AUC-ROC in every 

run (by 5.72% to 11.46% across classifiers in the primary run), and 

mixed training beat training on its real part alone in at most six of 

40 paired DeLong comparisons per run (Holm correction) while 

losing in 6 to 30. We propose Synthetic Label Trustworthiness 

Estimation (SLTE), an empirical label-consistency check that scores 

each synthetic label against a model trained on real data, relabels 

low-confidence samples by nearest-neighbour vote and down-

weights uncertain ones. SLTE changed 12.88% of the primary 

synthetic labels, 94.2% of them from minority to majority class, but 

a label-permutation null reproduced this asymmetry and the same 

procedure changed 14.20% of held-out real labels, so the changes 

reflect disagreement with a real-data model rather than generator 

errors. In the primary run SLTE improved AUC-ROC significantly 

only at 80% and 100% synthetic data, recovering 57.8% of Gradient 

Boosting's loss at full substitution, but it lowered recall for most 

classifiers, and in other runs it lowered AUC-ROC for Decision 

Tree, Logistic Regression or Naive Bayes. Synthetic data did not 

replace real data here; SLTE is a quality-control step for when 

substitution cannot be avoided.

Index Terms—Class imbalance, CTGAN, healthcare machine 

learning, label corruption, SLTE framework, supervised learning, 

synthetic data, TSTR protocol.

I. INTRODUCTION

N health care, regulations such as HIPAA and GDPR

restrict sharing the labelled records that supervised

learning needs. Generators learn the joint distribution of a 
real table and sample new records, but matching 

marginals and correlations does not guarantee that a 

classifier trained on synthetic data generalises to real data. 

The Train-Synthetic-Test-Real (TSTR) protocol [5] 
measures this utility directly. 

A generator also assigns every synthetic record a label, 
and nothing guarantees that the label agrees with what the 

real data imply for that record. We study this with 

Synthetic Label Trustworthiness Estimation (SLTE), a 

pre-training check that scores each synthetic label against 

a model trained on real data, relabels the least consistent 

samples and down-weights uncertain ones. Our 
contributions are: 

• a TSTR evaluation of five classifiers at six mixing

ratios with ranking, threshold and calibration metrics

and paired DeLong tests;

• SLTE, framed as an empirical label-consistency

check, with a permutation null and a held-out real-

label control that separate generator effects from

properties of the correction rule;

• robustness checks across nine generation runs, three

generators and two datasets;

• a real-only comparison at matched real-record counts

showing that synthetic augmentation gave no net

benefit here.

II. RELATED WORK

A. Synthetic Tabular Data Generation

Variational autoencoders [1] have been adapted to tabular 

data, where mixed column types need dedicated handling; 

CTGAN and its companion TVAE [2] introduced mode-

specific normalisation, and CTGAN adds a conditional 
vector with training-by-sampling for imbalanced discrete 

columns. Gaussian copula models [3] and the diffusion-

based TabDDPM [4] broaden the model families, and 

comparative TSTR studies report performance below real-
data training [6]. 

B. Label Noise in Supervised Learning

Class-conditional label noise has been analysed [7] and 

corrected through an estimated noise transition matrix [8]. 

Cheng et al. [9] filtered instance-dependent noise with a 
confidence-regularised sample sieve, and Northcutt et al. 

[10] introduced confident learning, which flags labels that

disagree with out-of-sample predicted probabilities. SLTE

applies this idea to generated labels, using a model trained
only on real data as the reference.

C. Synthetic Data in Healthcare Machine Learning

Adversarial networks have generated synthetic electronic 

health records [11], privacy-preserving synthetic health 

data have been evaluated [12], and a narrative review 
summarises applications and open problems [13]. Class 

imbalance is pervasive in clinical prediction, where 

accuracy can mislead [14]. Generated labels in 
imbalanced health data have received little direct study. 

D. Tabular Machine Learning Benchmarks

Large benchmark studies report random forests among the 

strongest general-purpose classifiers [15] and tree-based 

ensembles outperforming deep learning on tabular data 
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[16], [17]. These benchmarks train on real data only. 

III. METHODOLOGY 

A. Datasets 

The primary dataset is the Medical Appointment No-

Show dataset [18]: 110,527 appointments at public clinics 

in Vitória, Brazil, with demographic, health and 

scheduling attributes and a binary no-show label (88,208 

attended, 22,319 no-shows). To test generality we repeat 

the core analyses on the UCI Adult census dataset [19] 

(48,842 records; income above 50K for 23.9%), the 
benchmark on which CTGAN was introduced [2]. 

B. Preprocessing 

The record with Age = −1 is removed. WaitDays 

(appointment minus scheduling date, clipped at zero) and 

the scheduling and appointment weekdays replace the two 

date columns, identifiers are dropped and the label is 1 for 

a no-show. The twelve predictors in Table I and 110,526 

records are split into a fixed stratified 80/20 partition 

(88,420 training and 22,106 test records; random_state = 
42). For Adult we drop the census weight and the 

education string (duplicated by education-num), 

frequency-encode the six nominal columns with training-

split frequencies, keep “?” as a category and use the same 

split (39,073 training and 9,769 test records). Test records 
are never used for generation or correction. 

TABLE I 
FEATURE SCHEMA OF THE PRIMARY DATASET 

Feature Type Encoding 
Gender Binary M = 1, F = 0 
Age Integer Years, 0 to 115 

Neighbourhood Nominal (81) Frequency over all 

records 
Scholarship, Hipertension, 

Diabetes, Alcoholism, 

SMS_received 
Binary 0/1 

Handcap Ordinal 0 to 4 
WaitDays Integer Days, clipped at 0 
ScheduledDayOfWeek Ordinal 0 (Monday) to 6 
AppointmentDayOfWeek Ordinal 0 (Monday) to 6 
No-show (label) Binary Yes = 1, No = 0 
Names follow the source file. Generation also used ScheduledMonth, 

dropped before evaluation. 

C. Synthetic Data Generation 

The primary synthetic set (run C0) comes from CTGAN 

(ctgan 0.12.1) with the library defaults: 300 epochs, batch 

size 500, generator and discriminator layers (256, 256), 
learning rates 2 × 10−4, one discriminator step, pac = 10, 

embedding_dim = 128, generator_decay = 

discriminator_decay = 10−6 and log_frequency = True. It 

was trained on the twelve predictors plus 

ScheduledMonth and the label, with discrete_columns = 

[Gender, Scholarship, Hipertension, Diabetes, 

Alcoholism, Handcap, SMS_received, 

ScheduledDayOfWeek, AppointmentDayOfWeek, 

ScheduledMonth, No-show], and was not seeded. Its 

88,420 samples are post-processed to valid ranges (Age 0 

to 115, WaitDays ≥ 0, binary columns {0, 1}, Handcap 
{0, …, 4}). 

With the same schema we add CTGAN runs with 

seeds 1 and 2 (C1, C2, via set_random_state), a matched 

run with log_frequency = False (N1, seed 1), TVAE [2] 

(T1; library defaults, no conditional vector) and a 

Gaussian copula with empirical marginals [3] (G1). For 
Adult we generate one CTGAN, TVAE and copula set 

(seed 1), declaring the nominal columns, sex, education-
num and the label as discrete. 

At sampling time, sample_original_condvec picks 

each row's conditioning column uniformly among the 

eleven discrete columns and a category from the stored 
probabilities, which log_frequency = True computes from 

log(count + 1). About one row in eleven is thus 

conditioned on the label and requests a no-show with 

probability 0.467 instead of 0.202, a direct effect that 

raises the minority share. The previously reported 

balances (0.1617 with, 0.2653 without) point the other 

way; Section V-I shows that the share varies more 

between identical runs (0.162 to 0.291) than between 
these two arms. 

D. TSTR Experimental Protocol 

Mixtures contain 0%, 20%, 40%, 60%, 80% or 100% 

synthetic records at a fixed training size (88,420; 39,073 

for Adult), with real and synthetic rows sampled without 

replacement, and every model is tested on the real test 

partition. The classifiers are Logistic Regression (lbfgs, 

max_iter = 1000), Gaussian Naive Bayes, Decision Tree 

(max_depth = 10), Random Forest (100 trees) and 

Gradient Boosting (100 trees). Logistic Regression, 

Decision Tree and Random Forest use balanced class 

weights; Naive Bayes and Gradient Boosting have no 
class_weight parameter and are unweighted. SLTE 

weights enter every fit through sample_weight. On Adult, 

Logistic Regression uses standardised inputs because 

lbfgs does not converge on the unscaled capital-gain 
column. 

Seed 42 is the reference; seeds 1 to 4 repeat the design 
with different mixture sampling and estimator seeds. 

Naive Bayes and Logistic Regression are deterministic 

given their data, Decision Tree and Gradient Boosting (no 

row or feature subsampling) are deterministic up to tie-

breaking, and only Random Forest samples rows and 

features. At 0% and 100% every seed uses the same 

records in a different order, so seed variation there reflects 

estimator randomness only (Gradient Boosting at 100%: 
standard deviation below 0.0001). 

AUC-ROC is the primary metric; we also report F1, 

precision and recall for the minority class, PR-AUC 

(average precision), balanced accuracy, macro-F1, the 

Brier score and the expected calibration error (ECE, ten 

bins). AUC differences are tested with the paired DeLong 

test [20] and Holm correction [21] within each family of 

comparisons. DeLong intervals reflect test-set sampling 

with the training data fixed, so they are conditional on one 
generation run; the separate runs assess variation between 
synthetic datasets. 

IV. THE SLTE FRAMEWORK 

Let (x*, y*) be a synthetic sample. Its label is corrupted if 
it disagrees with the real-data posterior: 

y* ≠ arg maxypreal(y | x*) (1) 
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The true posterior is unknown, so SLTE measures 

consistency with an estimate of it. A changed label 

therefore signals disagreement with a real-data model, not 
a verified error (Section V-E). 

A. Stage 1: Label Confidence Score Computation 

A Random Forest anchor (150 trees, balanced class 

weights) is trained on the standardised real training 
partition, and 

 LCSi = panchor(y = yi* | xi*) (2) 

Across the 88,420 primary synthetic samples, LCS has 
mean 0.6977, standard deviation 0.2426 and skewness 

−0.9005, a left-skewed distribution concentrated near 1 
(Fig. 1). 

B. Stage 2: Topology-Aware KNN Label Correction 

Samples with LCS < 0.40 (12,745) are relabelled by the 

majority vote of their seven nearest real training records 

(Euclidean distance on features standardised with 
training-partition statistics). 

C. Stage 3: Uncertainty-Stratified Routing 

Synthetic samples are weighted by LCS track (Table II), 
and real samples keep unit weight. 

TABLE II 
SLTE CONFIDENCE TRACK ASSIGNMENTS AND TRAINING 

WEIGHTS 

Track LCS Range Count (%) Weight 

HIGH ≥ 0.70 52,682 (59.6%) 1.0 

MID 0.40 ≤ LCS < 0.70 22,993 (26.0%) 0.7 

LOW < 0.40 12,745 (14.4%) 0.5 

 

 
Fig. 1.  Distribution of Label Confidence Scores across the synthetic 

dataset. Dashed lines mark the correction cutoff (0.40) and the high-

confidence cutoff (0.70). 

V. RESULTS AND ANALYSIS 

A. Baseline Performance (100% Real Data) 

With real training data only (0% columns of Tables III to 

V), AUC-ROC ranges from 0.6361 (Naive Bayes) to 

0.7290 (Gradient Boosting). Accuracy misleads: Gradient 

Boosting reaches 79.80% accuracy but predicts only 32 

positives among 22,106 test records at the default 

threshold (15 true, 17 false; recall 0.0034). Its average 

precision is 0.361 against a no-skill 0.202, a 1.79-fold lift 

(Fig. 2). Maximising F1 (t = 0.2195) gives precision 0.319 

and recall 0.757; requiring recall ≥ 0.80 (t = 0.2015) gives 
precision 0.311. 

 
Fig. 2.  Precision-recall curve for Gradient Boosting trained on 100% 

real data (AP = 0.361; random baseline = 0.202). 

B. AUC-ROC Degradation Across Mixing Ratios 

Without SLTE, AUC-ROC falls monotonically with the 

synthetic share for every classifier (Table III, Fig. 3). 

Across the five seeds the largest loss at 20% ranges from 

0.96% to 1.11% (1.02% for seed 42, Logistic Regression). 

Against training on all real records the loss is significant 

in 22 of 25 DeLong comparisons, all except Decision Tree 

at 20% and 40% and Naive Bayes at 20%, so 20% is a 

low-degradation region rather than a safe threshold. 

Between 60% and 100%, Naive Bayes declines most in 

absolute terms (0.0535) and Gradient Boosting least 

(0.0254). At 100% the relative loss ranges from 5.72% 
(Gradient Boosting) to 11.46% (Naive Bayes). 

TABLE III 
AUC-ROC BY CLASSIFIER AND SYNTHETIC MIXING RATIO, WITHOUT AND WITH SLTE 

Classifier Condition 0% 20% 40% 60% 80% 100% 

Decision Tree No-SLTE 0.7157 0.7136 0.7104 0.6976 0.6878 0.6468 

 SLTE 0.7157 0.7099 0.7060 0.6938 0.6759− 0.6499 

Random Forest No-SLTE 0.7106 0.7039 0.6986 0.6887 0.6724 0.6361 

 SLTE 0.7106 0.7035 0.7007 0.6899 0.6839+ 0.6851 

Gradient Boosting No-SLTE 0.7290 0.7251 0.7210 0.7127 0.7004 0.6873 

 SLTE 0.7290 0.7232 0.7190 0.7137 0.7103+ 0.7114 

Logistic Regression No-SLTE 0.6648 0.6580 0.6472 0.6339 0.6109 0.5889 

 SLTE 0.6648 0.6543− 0.6432 0.6328 0.6209+ 0.5962 

Naive Bayes No-SLTE 0.6361 0.6341 0.6284 0.6167 0.5918 0.5632 

 SLTE 0.6361 0.6257− 0.6200− 0.6139 0.6081+ 0.5987 
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Columns: synthetic share of training data. +/−: SLTE significantly higher/lower than no correction (paired DeLong test, Holm-adjusted p < 0.05, 25 

tests). 

 
Fig. 3.  AUC-ROC across synthetic mixing ratios for all five classifiers, 

with (solid) and without (dashed) SLTE correction. 

C. F1 Score and Minority Class Collapse 

F1 degrades more than AUC-ROC (Table IV, Fig. 4). 

From the real baseline to 100% synthetic, F1 falls by 

8.8% for Decision Tree, the most stable classifier, 16.4% 

for Logistic Regression, 81.8% for Random Forest, 86.6% 

for Gradient Boosting and 90.5% for Naive Bayes, so 

stability does not follow the tree/parametric split. Gradient 

Boosting's F1 stays near zero because of its default 
threshold (Section V-A). 

TABLE IV 
MINORITY-CLASS F1 AT ALL SIX MIXING RATIOS, WITHOUT AND WITH SLTE 

Classifier Condition 0% 20% 40% 60% 80% 100% 

Decision Tree No-SLTE 0.4377 0.4370 0.4345 0.4328 0.4206 0.3993 

 SLTE 0.4377 0.4348 0.4354 0.4274 0.4243 0.4043 

Random Forest No-SLTE 0.2629 0.2327 0.2105 0.1721 0.1236 0.0478 

 SLTE 0.2629 0.2322 0.2050 0.1682 0.1030 0.0176 

Gradient Boosting No-SLTE 0.0067 0.0009 0.0004 0.0000 0.0000 0.0009 

 SLTE 0.0067 0.0013 0.0031 0.0009 0.0027 0.0004 

Logistic Regression No-SLTE 0.4074 0.4091 0.3951 0.3781 0.3575 0.3407 

 SLTE 0.4074 0.4095 0.3878 0.3766 0.3631 0.3029 

Naive Bayes No-SLTE 0.1872 0.1513 0.0953 0.0495 0.0253 0.0179 

 SLTE 0.1872 0.2667 0.3155 0.3101 0.1892 0.0954 

Default threshold of 0.50 for every classifier. 

 
Fig. 4.  Minority-class F1 across synthetic mixing ratios for all five 

classifiers, with (solid) and without (dashed) SLTE correction. 

D. SLTE Framework Results 

Of the 25 comparisons between SLTE and no correction 

(Table III), 11 are significant after Holm correction: seven 

gains, all at 80% or 100%, and four losses, three of them 

at 20% or 40%; none at 60% is significant. At 100%, 

Gradient Boosting improves by 0.0241 (95% CI [0.0185, 

0.0297], z = 8.41, p < 0.001), recovering 57.8% of its loss 

(0.7114 against 0.6873 uncorrected and 0.7290 real). 
Section V-I shows how these effects vary between runs. 

Threshold and calibration metrics qualify these gains 

(Table V). At 100% synthetic, SLTE raises PR-AUC for 

all five classifiers, but lowers recall for four of them 

(Logistic Regression from 0.562 to 0.355) and worsens 

both the Brier score and ECE for Random Forest, 

Gradient Boosting and Naive Bayes, while improving 
both for Decision Tree and Logistic Regression. 

Relabelling explains this: it moves the synthetic positive 

share from 16.2% to 4.8%, far below the real 20.2%, so 

corrected models rank better but predict fewer positives 
with shifted probabilities. 

TABLE V 
THRESHOLD AND CALIBRATION METRICS ON REAL AND FULLY SYNTHETIC TRAINING DATA 

Classifier Training PR-AUC Bal. acc. Macro-F1 Recall Brier ECE 

Decision Tree Real 0.339 0.664 0.565 0.766 0.217 0.233 

 Synthetic 0.292 0.622 0.555 0.644 0.221 0.231 

 Syn. + SLTE 0.312 0.627 0.602 0.502 0.197 0.167 

Random Forest Real 0.350 0.558 0.563 0.203 0.159 0.080 

 Synthetic 0.269 0.505 0.465 0.026 0.165 0.087 

 Syn. + SLTE 0.323 0.503 0.453 0.009 0.179 0.158 
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Gradient Boosting Real 0.361 0.501 0.447 0.003 0.145 0.011 

 Synthetic 0.310 0.500 0.444 0.000 0.155 0.058 

 Syn. + SLTE 0.350 0.500 0.444 0.000 0.181 0.165 

Logistic Regression Real 0.302 0.630 0.587 0.569 0.233 0.280 

 Synthetic 0.260 0.561 0.506 0.562 0.243 0.289 

 Syn. + SLTE 0.271 0.552 0.544 0.355 0.203 0.184 

Naive Bayes Real 0.290 0.533 0.528 0.129 0.167 0.054 

 Synthetic 0.246 0.502 0.452 0.009 0.163 0.047 

 Syn. + SLTE 0.278 0.517 0.489 0.054 0.170 0.108 

Real: 0% synthetic. Synthetic: 100% synthetic. Brier and ECE: lower is better. 

E. What the Label Changes Measure 

Stage 2 changed 11,390 synthetic labels (12.88% of 

88,420), 94.2% of them from no-show to attended (Table 

VI). First, 1,000 permutations of the synthetic labels, 

which keep the class balance but remove any feature-label 

association, give a 1→0 share of 94.35% (95% interval 

94.20% to 94.49%); the observed share lies at the lower 

edge, so the asymmetry is no generator signature but the 

result of a seven-neighbour majority vote over reference 
data that are 80% majority class. 

Second, we refitted the anchor and the neighbour 

model on 70,736 training records and applied SLTE to the 

genuine labels of the remaining stratified 17,684. It 

changed 2,511 of them (14.20%; denominator: all held-

out records), 90.8% 1→0, overturning 63.8% of genuine 

no-shows and 1.6% of attendances. The same refitted 

anchor changes 12.81% of the synthetic labels (12.88% 

with the full anchor). SLTE thus changes genuine labels 

about as often as synthetic ones, so its change rate cannot 

estimate synthetic label corruption; it measures how far 

labels, real or synthetic, depart from a decision boundary 

that separates no-shows only moderately well (AUC-ROC 

0.7290). At the synthetic positive share the held-out rates 

predict 11.70% changes; the excess of 1.11 points comes 
from synthetic positives being overturned more often 

(75.3% against 63.8%), the only sign that CTGAN's 
positive labels fit the real data less well. 

TABLE VI 
LABEL CHANGES MADE BY SLTE ON SYNTHETIC AND REAL LABELS 

Labels Anchor size Changed (%) 1→0 share (%) Positives overturned (%) Negatives overturned (%) 
Synthetic, run C0 88,420 12.88 94.2 75.0 0.89 
Synthetic, run C0 70,736 12.81 95.0 75.3 0.76 
Held-out real (17,684) 70,736 14.20 90.8 63.8 1.64 

Overturned: share of each class changed. 

F. Comparison Against Real-Only Training 

Table VII trains each classifier on the real part of each 

mixture alone to test whether synthetic records add 
information. By point estimate, real-only training beat 

both mixed conditions in 17 of 20 classifier-ratio cells; the 

three exceptions are all Decision Tree: 20% (0.7102 

against 0.7136 without and 0.7099 with SLTE), 40% 

(0.7058 against 0.7104 and 0.7060) and 80% (0.6663 

against 0.6878 and 0.6759). With Holm correction over 

40 tests, real-only training was significantly better in 15 of 

20 cells against no correction and 15 of 20 against SLTE, 

and significantly worse only for Decision Tree at 80% 
without SLTE. 

Gradient Boosting gives the strongest form of this 

result (Fig. 5): 17,684 real records alone reach 0.7273, 

within 0.0017 of the 0.7290 obtained from all 88,420 

(DeLong p = 0.126), whereas adding 70,736 synthetic 
records to the same 17,684 lowers AUC-ROC to 0.7004 

(0.7103 with SLTE). The synthetic records dilute the real 
signal rather than add to it. 

TABLE VII 
AUC-ROC: REAL-ONLY VERSUS MIXED TRAINING BY MIXING RATIO 

Classifier Condition 20% 40% 60% 80% 

Decision Tree Real-only 0.7102 0.7058 0.7005 0.6663 

 Mixed 0.7136 0.7104 0.6976 0.6878† 

 Mixed + SLTE 0.7099 0.7060 0.6938 0.6759 

Random Forest Real-only 0.7069 0.7075 0.7007 0.6934 

 Mixed 0.7039 0.6986* 0.6887* 0.6724* 

 Mixed + SLTE 0.7035 0.7007* 0.6899* 0.6839* 

Gradient Boosting Real-only 0.7294 0.7289 0.7287 0.7273 

 Mixed 0.7251* 0.7210* 0.7127* 0.7004* 

 Mixed + SLTE 0.7232* 0.7190* 0.7137* 0.7103* 

Logistic Regression Real-only 0.6653 0.6651 0.6636 0.6633 

 Mixed 0.6580* 0.6472* 0.6339* 0.6109* 

 Mixed + SLTE 0.6543* 0.6432* 0.6328* 0.6209* 

Naive Bayes Real-only 0.6384 0.6365 0.6329 0.6364 

 Mixed 0.6341* 0.6284* 0.6167* 0.5918* 

 Mixed + SLTE 0.6257* 0.6200* 0.6139* 0.6081* 
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*/†: real-only significantly better/worse (paired DeLong test, Holm-adjusted p < 0.05, 40 tests). Real records: 70,736, 53,052, 35,368 and 17,684. 

 
Fig. 5.  Gradient Boosting AUC-ROC under three conditions: real-only 

training at matched real-record counts, uncorrected mixed training, and 

SLTE-corrected mixed training. 

G. Component Ablation 

At 100% synthetic (Table VIII), relabelling (Stage 2) 

provides most of the gain for Random Forest (0.0477 of 

0.0490), Naive Bayes (0.0352 of 0.0355) and Gradient 

Boosting (0.0222 of 0.0241). For Decision Tree and 

Logistic Regression, weighting alone (Stage 3) gives 

higher AUC-ROC (0.6594 and 0.5990) than the full 

pipeline (0.6499 and 0.5962), so the two stages are not 
uniformly complementary. 

TABLE VIII 
COMPONENT ABLATION AT 100% SYNTHETIC SUBSTITUTION 

Classifier No-SLTE Stage 2 Stage 3 Full 

Decision Tree 0.6468 0.6481 0.6594 0.6499 

Random Forest 0.6361 0.6837 0.6365 0.6851 

Gradient Boosting 0.6873 0.7095 0.6978 0.7114 

Logistic Regression 0.5889 0.5969 0.5990 0.5962 

Naive Bayes 0.5632 0.5984 0.5786 0.5987 

Stage 2: relabelling only. Stage 3: confidence weights only. 

H. Reference-Set Size and Empirical Privacy 

With 500, 1,000 or 5,000 randomly chosen reference 
records instead of 88,420 (Table IX), Gradient Boosting 

keeps 7%, 53% and 96% of its full-reference gain, but 

with 1,000 records SLTE falls below no correction for 
Decision Tree, Random Forest and Logistic Regression. 

TABLE IX 
REFERENCE-SET SIZE ABLATION AT 100% SYNTHETIC SUBSTITUTION 

Classifier No-SLTE 500 1,000 5,000 Full (88,420) 

Decision Tree 0.6468 0.5490 0.6055 0.6232 0.6499 

Random Forest 0.6361 0.6105 0.6144 0.6502 0.6851 

Gradient Boosting 0.6873 0.6890 0.7000 0.7103 0.7114 

Logistic Regression 0.5889 0.6043 0.5790 0.5963 0.5962 

Naive Bayes 0.5632 0.5902 0.5743 0.5921 0.5987 

 

The distance to closest record (DCR) [22], computed 

in standardised feature space on 5,000-record subsamples, 

screens for copying: the median synthetic-to-real distance 

is 0.246 against 0.068 between real records, and no 

sampled synthetic record coincides with a real one, 

whereas 1,353 sampled real records have an exact 

duplicate. DCR does not bound disclosure risk, which 
requires membership-inference evaluation [23], [24]. 

I. Robustness Across Runs, Generators and Datasets 

Between CTGAN runs with identical settings the positive 

share ranged from 0.162 to 0.291 (C0, C1, C2; Table X); 

with the seed fixed, switching log_frequency off gave 

0.224 (N1) against 0.291 (C1), lower, as the direct effect 

predicts, but inside that range. TVAE, which has no 
conditional vector, gave 0.177 and the copula 0.203. 

Two results held in all nine runs. Full substitution 

lowered mean AUC-ROC (3.31% to 9.74% on the no-

show data, 1.60% to 5.49% on Adult), with only Naive 

Bayes on T1, Logistic Regression on G1 and Naive Bayes 

on Adult CTGAN not losing, and training on the real part 

of each mixture alone was significantly better than mixed 

training in 6 to 30 of 40 comparisons and significantly 
worse in at most six. 

On the no-show data SLTE changed synthetic labels 

only 1.11 to 1.91 points more often than held-out real 

labels would be at the same positive share, and the 

permutation null reproduced its 1→0 share to within one 

point. On Adult the excess reached 7.25 points for the 

copula and 3.01 points for CTGAN, and CTGAN's 1→0 
share exceeded its null by 13.8 points. 

SLTE's effect depended on run, classifier and dataset. 

On the no-show data its significant gains occurred mostly 

at 80% or 100% synthetic data, and at full substitution it 

improved Random Forest in all six runs and Gradient 

Boosting in four but lowered Decision Tree in three, 

Logistic Regression in three and Naive Bayes in two. On 

Adult it gave 7 to 18 significant gains and at most one 
significant loss per run. 

TABLE X 

SLTE AND AUC-ROC ACROSS GENERATION RUNS AND DATASETS 

Run Pos. share Changed % (excess) 1→0 % (null) Loss % (SLTE) GB rec. % SLTE +/− 
Real 

better 

No-show data (real positive share 0.202) 

C0, CTGAN 0.162 12.88 (+1.11) 94.2 (94.4) 9.74 (6.28) 57.8 7/4 30 

C1, CTGAN 0.291 21.02 (+1.22) 97.6 (96.7) 4.45 (4.24) 45.5 4/9 22 

C2, CTGAN 0.206 16.40 (+1.91) 96.6 (96.5) 8.12 (3.10) 78.6 10/1 25 

N1, CTGAN* 0.224 17.15 (+1.71) 96.8 (96.3) 5.10 (4.81) 11.2 6/1 26 
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T1, TVAE 0.177 14.10 (+1.46) 94.4 (94.3) 3.31 (3.49) 46.3 3/9 13 

G1, copula 0.203 16.06 (+1.76) 96.3 (96.2) 5.11 (5.99) -25.2 5/10 21 

Adult data (real positive share 0.239) 

CTGAN 0.303 13.22 (+3.01) 88.9 (75.1) 1.60 (1.10) 29.0 13/0 13 

TVAE 0.226 10.13 (+1.18) 68.6 (64.5) 2.10 (1.33) 46.2 7/0 6 

Copula 0.237 16.16 (+7.25) 78.3 (75.6) 5.49 (1.63) 61.4 18/1 19 

*log_frequency = False. Excess: points above the held-out prediction. Null: permutation mean. Loss: mean relative AUC-ROC loss at 100% synthetic. 

GB rec.: Gradient Boosting loss recovered. Counts: significant DeLong tests (Holm) of 25 and 40. 

VI. DISCUSSION 

A. Practical Deployment Guidelines 

Given these results, we recommend SLTE only when at 

least 80% of the training data must be synthetic, after 

checking on held-out real data that it helps the chosen 

classifier, and followed by threshold selection and 

recalibration because relabelling depletes the minority 

class. When real records exist, training on them alone is 
preferable to adding synthetic records from these 

generators. SLTE needs real labelled data, so it must run 

inside the data holder, which then releases only the 
relabelled, weighted synthetic set. 

B. SLTE as a Label-Consistency Check 

On the no-show data SLTE's changes are not detections of 

generator errors (Section V-E): permuted labels show the 

same asymmetry, and genuine labels are changed at a 

similar rate once the class mix is accounted for. SLTE is 
better described as an empirical label-consistency, or 

quality-control, step that aligns synthetic labels with the 

decision boundary learned from real data, as confident 

learning [10] does for annotated labels. The alignment 

improves ranking when synthetic data dominate training 

but imports the reference model's pull toward the majority 

class, which costs recall and, for some classifiers, 

calibration. It helped more on Adult, where the real-data 

model is stronger (Gradient Boosting AUC-ROC 0.92 
against 0.73). 

C. Limitations and Future Work 

The evaluation covers two public datasets and binary 

outcomes. Generation variability rests on three CTGAN 

runs and one run of each other generator; the large 

differences between identical CTGAN runs mean that 

single-run TSTR results should be read with caution. The 

anchor and neighbour models use fixed hyperparameters, 

and the held-out check uses one split. Privacy evaluation 

is limited to DCR. The 20% and 80% boundaries are 
descriptive. 

VII. CONCLUSION 

On a medical no-show dataset and the Adult dataset, 

replacing real training records with synthetic ones lowered 

AUC-ROC in every generation run, and adding synthetic 

records to real ones rarely helped. SLTE recovered part of 

the loss when synthetic data dominated training but 
reduced recall and sometimes calibration, and its effect on 

some classifiers changed sign between runs. Synthetic 

data did not replace real data here; SLTE is useful only 

when substitution cannot be avoided and its benefit is 
confirmed on held-out real data. 
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